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6 Using statistics in usability research 
P A U L  C A I R N S  A N D  A N N A  L .  C O X  

As discussed in the earlier chapters, controlled experiments and ques- 
tionnaires offer HCI researchers the opportunity to deal with numbers and the 
hope is that in doing so we can reach solid, secure results like other sciences. Of 
course, as discussed in Chapter 1, there are a lot of pitfalls in ensuring that these 
numbers are meaningful. Even if they are avoided there is still the problem that 
people vary - we all take different amounts of time to do routine tasks such as find- 
ing a link on a web page or copying a paragraph from one page in a document to 
another. Thus, we need to be sure that what we see in our numerical data is not just 
natural variation between people but variation due to the real differences between 
interfaces and their effects on people. Statistical methods allow us to do this. 

The purpose of this chapter is to look at the two sorts of data that occur fre- 
quently in HCI: data from controlled experiments and data from questionnaire 
studies. We will discuss how statistics can be used to distinguish natural variation 
from systematic difference, or in other words, how to see the wood for the trees. 
It is also worth saying that the purpose of this chapter is not to help you choose 
and execute different statistical tests.There are a lot of excellent textbooks out 
there, some of which will be recommended later, where you can find out the nuts 
and bolts of statistics. Instead we will wony more about how statistics helps you 
make sense of your data and thus draw sound conclusions about the nature of the 
interactions between people and computers. 

The topics covered in this chapter are therefore: 

1 Using descriptive statistics and diagrams to help you understand your data 
2 How to prove your point with inferential statistics 
3 Using inferential statistics in a more exploratory way. 

Having devised a successful experiment or compiled a valid question- 
naire, the researcher goes out and collects their data. After even a modest number 
of participants, the researcher suddenly finds that they have a whole spreadsheet 
full of numbers. The question now is what to do with it. 
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the median is 29. As there were 15 participants, you should check that somebody 
did actually get 29 s as their time and that 7 people were slower than that and 
7 people were quicker. In this sense, the median is literally the middle of the 
data. 

Whilst averages are useful to suggest what is a good single value to represent 
all of the data, they don’t really say how representative it is. For example, only 
knowing the mean of the task times to be 29.27 s doesn’t tell you whether every- 
body took around half a minute to do the task or whether some people took three 
or four minutes and some people took just a few seconds. What is needed here is 
some way of understanding the spread of the data. 

The simplest measure of spread is the range and is simply the smallest and 
largest values of the data. So the range of task times is from 15 s to 45 s. This tells 
us then that nobody is taking an incredible amount of time on the task and so the 
mean task time is quite representative of the task times of all of the participants. 
With the clicks, the mode is 1 and range is 0 to 8. This does not indicate how 
many people were making eight wrong clicks but simply that somebody did. 
Fortunately, in a small data set like this example, it is easy to scan down and 
check out exactly how many people are making eight mistakes, but in general this 
is not so easy. 

A better measure of spread is the standard deviation. Basically the standard 
deviation is a measure of the average distance that each item of data is from the 
mean of all the items. Or, in terms of task times, it measures the average number 
of seconds any particular task time is away from the mean of 29.27 s. This is 
slightly more complicated than it sounds, as the average used here is not the mean 
but uses squaring and square-rooting of numbers. It is one sort of average, it is 
just not the usual sort of average. In the case of task times, the standard deviation 
is 8.73 s which means that, approximately, the task times for most participants 
are within 10 s of the mean value. 

Similarly, the standard deviation of the number of wrong clicks is 1.87 clicks. 
Roughly this means that mostly people make two wrong clicks more or less than 
the mean, so between none and four wrong clicks. From this, the maximum value 
of eight wrong clicks does stand out: it is a lot more than two clicks away from the 
mean. We might start to wonder if it was an unusual value in some way. However, 
as we said earlier, the mean is not a good representative of the number of wrong 
clicks and the standard deviation is intimately connected to the mean. Thus, the 
standard deviation is not really the best number here to represent spread. Probably 
just the range or a graph, as described next, would be the best way to understand 
the shape of this data. 

Thus averages and spread can greatly simplify our data. Starting from 30 num- 
bers in Table 6.1, the mean task time and modal number of wrong clicks give us 
two averages that usefully represent the two types of data. The standard deviation 
of the task times gives a good sense of variation in task times and the range of 
wrong clicks is helpful too. What is more, these numbers would have been useful 
whether there were 15 participants or 150. 
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Before using these tests, how can researchers be sure that their data fit this 
nice shape? Or, in statistical language, how do you know whether your data are 
parametric? The answer is to look at the data. By inspecting data visually, it is 
possible to be more confident that the data are parametric. And if they are not, 
then that can guide the choice of subsequent statistics in the analysis of the data. 
Moreover, once the data are laid out visually, sometimes it is possible to spot 
patterns that may be worth following up and also anomalies in the data, such as 
skew and outliers, as we will see later. 

To give some examples, consider the situation of a questionnaire where all 
answers are on a Likert scale from 1 to 5. Thirty people completed the question- 
naires and the data for the first five questions are listed in Table 6.2. The means 
and standard deviations for this data are given in Table 6.3. 

From this summary table alone, it would seem that Q1 gives the highest score 
overall and Q5 the lowest. But all the means are around 3 and the standard 
deviations are around 1 with the exception of Q1. But on a Likert scale from 1 to 
5 , 3  is just the centre of the scale so basically the mean score is the average of the 
scale and the standard deviation of about 1 is probably about right if the scores 
are not all the same! This summary data is telling us very little. 

The exceptional standard deviation in Q1 should be looked at but, unless you 
are familiar with working with data, it would be very easy to gloss over this value 
as ‘round about right’. However, looking at the data for question 1 in Table 1, 
Q1 very obviously stands out as unusual - all the values are either 1 or 5! Thus, 
whilst the mean is about average, actually people are behaving far from average, 
they always land at one of the extreme ends of the scale. It is only by looking at 
the data that this becomes clear. 

But what about the other questions, are they really as simple to understand as 
Table 6.3 suggests? The way to see this is to look at the bar chart. This chart 
graphically represents the number of people who answered with a given Likert 
score. The bar charts for questions 2-5 are in Figure 6.2. 

From the bar charts, it is possible to get a much clearer picture of the data. 
Q2 does roughly fit the bell-shaped curve of a normal distribution. It is not perfect, 
for instance it is not symmetrical, but given there are only five possible answers 
to Q2, this is not too bad. 

Questions 3 and 5 seem to have main peaks like a normal distribution but they 
are off to one side. This is called skew. Q3 has negative skew because the long 
asymmetric tail is to the left of the peak and Q5 has positive skew because the 
tail is to the right of the peak. This need not be a problem for using statistics that 
rely on normal distributions, but it is nice to know in case some tests are sensitive 
to skew. 

Question 4 presents a curious case. It doesn’t really have a peak, nor does it have 
any extreme values of 1 and 5.  The mean in fact is the least frequently occurring 
value! This is certainly not a normal distribution. At this point, a researcher might 
wonder if the question is a good one. Perhaps when the question is re-examined 
it may turn out to be rather hard to answer and this picture is really representing 
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Fig 6.2 Bar charts of example questions 2-5 

hat people do not know what to say, so are giving somewhat neutral, random 
answers. Or perhaps it is fine and this is how people think! But without looking at 
the data, the researcher would not even have thought that there could be anything 
wrong with the question. 

And of course, had we been given the bar chart for Q1, it would have been 
clear that the distribution was unusual because there would have been no bars in 
the middle of the graph. 

Bar charts, or similar diagrams, are therefore a useful way to look at the shape 
of the distribution. Knowing the shape, we can then assess how useful the usual 
summary statistics of average and spread really are. This is not to say that summary 
statistics like means and standard deviations are valueless. They are just not the 
whole story. 

Another very useful way of picturing data is scatterplots. This is when two 
different measures gathered about people are plotted as the x and y co-ordinates 
of a graph. The result is a scatter of points where each point represents two items 
of data for a particular participant. Scatterplots are useful because they can help 
identify relationships, or lack of relationships, between the different measures 
collected. 

For example, the scatterplot of the task times and number of wrong clicks data 
from Table 6.1 is given in Figure 6.3. The scattering of points does not seem as 
random as looking at the table of data might suggest. The longer the task time 
seems to be, the fewer wrong clicks people make. This is of course not a perfect 
relationship, but the data do seem to suggest that something like that is going on. 
Thus, from the scatterplot, a researcher could begin to speculate what the cause 
of the relationship might be, if it is a real relationship. For instance, it may be 
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if, for the sake of argument, that person had also completed the task in under ten 
seconds, the outlier would suddenly look less odd. It would fit into the general 
scheme of the rest of the data, the participant being a person who took a very 
short time as a result of malung many mistakes. Thus, in the scatterplot picture, 
they would be an outlier but not a peculiar, inexplicable one. 

Thus, simple bar charts and scatterplots can be enormously valuable when it 
comes to understanding the data collected in an experiment. They complement 
an understanding of the data suggested by descriptive statistics like averages and 
measures of spread. At the same time, they offer opportunities to see the shape of 
the data and any unusual features in it. Also, as will be seen in the full example, it is 
often possible to take steps to account for these problems in our statistical analysis. 

It is perhaps because these methods are so simple that they are so easily over- 
looked. Nonetheless, rather as a gardener needs a good understanding of the soil 
and drainage in different parts of a garden and can only do this by getting their 
hands into the soil, so a good researcher needs a good view of the relationships 
and oddities in the data from experiments. Exploratory data analysis is the way 
that a researcher begins to get their hands dirty. 

Having found out a lot through exploring data, it is time to consider more 
carefully what features of the data are real and what are merely chance variations. 
This is what inferential statistics is all about. We recognise that in any experiment 
involving people we expect to see variation. The problem is identifying what 
aspects of the variation are the interesting systematic differences that we are 
looking for and what are just chance variations that happen to look like patterns 
in the data. 

The best way to see the value of inferential statistics is with an example. 
Suppose a designer is trying to work out a new way of doing a search on a 
website. The designer comes up with three search tool designs that seem to have 
some merit and being a good user-centred designer puts them to a user trial to see 
which one users prefer. Thirty users are given each of the three designs A, B and 
C to perform some searches (experimentally spealung, this is a within-subject 
design). Afterwards, the users have to say which of the three designs they prefer. 
The results are summarised in Table 6.4. 

At this point, the designer can come away from the user trial happy. Design A 
was preferred by half the users and, given there were three alternatives, this is a 
good sign that it is the best design. But is this conclusion correct? Thinking a bit 
harder, if people really had no preference, you would expect people's preferences 
to split evenly between the three designs, so ideally each design would have 
10 people identify it as their preference. Of course, in reality, even if there were 
no preferences between the designs, it would be unlikely to get this split. It would 
be more likely to get a split not exactly like this but something similar to it. Is the 
actual data so far from an even split that it does show a preference for design A? 
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Similarly, for a statistical test to have any relevance, there needs to be some sort 
of prediction of an unlikely outcome. Moreover, there needs to be some expecta- 
tion that the outcome will come out in some other, more normal way. Ordinarily, 
the expectation should be that nothing interesting will happen and this is the null 
hypothesis in an experiment (see Chapter 1). The prediction of something inter- 
esting for the statistical test is called the alternative hypothesis. This should state 
clearly how the experimental data should turn out if things are working the way 
you believe. It is still not possible to prove the alternative hypothesis, but you are 
able to show that the null hypothesis is unlikely to be holding. For instance, if the 
search tool designer mentioned earlier had first suggested that design A was likely 
to be best, this would have added weight to the outcome of the experiment. In the 
case of the search tool designer, the null hypothesis is that there is no preference 
between the three designs. 

The next step in the statistical argument is to collect the data and to collect 
it fairly. For instance, the experiment should be fair, allowing the possibility of 
people preferring any of the three designs, but some theory or insight into design 
A suggests that it is the one that should be preferred. 

Having collected the data, a statistical test is used to analyse the data. In almost 
all cases, the test takes the null hypothesis as a predictor of the expected outcome. 
Moreover, usually, the null hypothesis says that there will be no particular pattern 
or difference between different parts of the data. In our example, the null was 
that there was no difference between the levels of preference of the three designs. 
Given this assumption, it is possible to calculate the probabilities that the data 
gathered really are just natural variation and this is the p value that comes out of 
statistical tests. One way to understand the p value is as the probability of getting 
this result if the null hypothesis holds. That is, if nothing is really going on and 
you are just seeing chance variation, the p value is the proportion of times that 
you would get a difference like the one you have obtained or a more extreme 
difference. So for instance, if the null hypothesis really does hold and your p 
value is 0.04, then for every hundred times you run the experiment, four of the 
runs would be at least as extreme as your result. Or one in twenty-five of the runs 
would appear like your actual results. 

In an actual study, if this p value is small, usually less than 0.05 (or 0.01). then 
the data is said to be significant (or highly significant). This level of significance 
is a convention. There is nothing to say that it really is the level at which the 
data become interesting. It is, however, a level which is sufficiently unlikely to 
have occurred by chance, particularly if it was what was predicted to happen 
beforehand by the experimenter. Having gained a significant p value, it is now 
possible to put the whole argument together: 

1 A prediction, the alternative hypothesis, was made about the outcome of an 

2 The null hypothesis is what would ordinarily be expected and contradicts the 
experiment. 
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experimenter does not have a clear prediction to make but does feel that there 
may be interesting things to be found from some carefully collected data. For 
example, the designer may be wondering if one of the search tool designs really 
is preferable to the others and if so which one. 

This is quite reasonable, but the conclusions from this sort of exploration should 
not be given the same weight as those from the gold standard. For this reason, we 
call this sort of statistical analysis the silver standard. It is still valuable, just less 
valuable. The argument therefore works as follows: 

1 There is a null hypothesis of what would ordinarily be expected. 
2 Data are gathered fairly. 
3 A statistical test is used to show that under the null hypothesis, the data should 

4 This means that the data are unlikely to have occurred by chance so may be an 
only occur rarely. 

indicator of some interesting underlying phenomenon. 

Clearly, without a prediction, the unlikely finding in the data could still be a 
chance finding. Nonetheless, the very fact that it is unlikely makes it interesting. 
As usual, 0.05 is taken as the threshold at which probabilities become interesting. 
It is best still to stick to this even in exploratory studies because it is what a lot of 
researchers understand and are comfortable with. It would only be reasonable to 
start adjusting this threshold if there were good theoretical reasons to do so. 

This silver standard also provides a fallback for the unsuccessful experimenter. 
The failed gold standard experiment may still yield some interesting data. The 
silver standard argument allows the experimenter to exploit the data, but at the 
cost of drawing much less firm conclusions. 

Regardless of why the silver standard is applied, the conclusions from this sort 
of argument cannot be given anything like the same status as conclusions from 
the gold standard. At best, these conclusions suggest interesting ideas for future 
experiments. Ideally they should be framed in some sort of theory that can make 
predictions about experiments not identical to the one where they were found. In 
this way, the data provide some valuable inspiration but nothing more. 

Sadly, when it comes to publishing statistics, referees and readers are more 
likely to be happier with gold standard rather than silver standard statistics. And 
as mentioned earlier, without some way of managing predictions, it can be im- 
possible to tell from a write-up of an experiment what was really done. However, 
this does not mean that you as a researcher in HCI should not strive to main- 
tain the strength and vigour of research through appropriate, careful statistical 
argument. 

6.3.3 Choosing a test 

No matter how carefully you explore your data and think about the evidence 
you need to prove your point, there comes a point in the analysis where you 
must choose a statistical test and carry it out. This is where things get technical 
very quickly and before you know it you are swamped with t-tests, ANOVAs, 
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does exactly this by ignoring everything about the actual times and looking just 
at whether the changes in timings were faster or slower. This is called the Sign 
Test. However, as you do know the precise timings, you could look at the actual 
differences in times for each person and use not only the direction of the change 
in timing but also the size of the change. The test that uses this information is 
called the Wilcoxon test. 

If also, from other studies, you knew that timings on this sort of task tend to 
be normally distributed, then you could use this knowledge as well by using a 
t-test. This test assumes that the data you are analysing are normally distributed. 
Of course, you had better check this out when you actually collect your data. 

What is the advantage of these tests? Well, if your data really were normally 
distributed but you only used a Wilcoxon, you would need 10 per cent more 
participants to get the same probabilities as the t-test would produce. You could 
need up to 50 per cent more participants if you used the Sign Test when you could 
have used a t-test. So using the right test really can save you effort. However, 
if you don’t know whether the data should be parametric, then using the t-test 
could be a disaster - the machine would chum out a probability that is just a 
meaningless number. In this case, you would be better off being more cautious 
and using the Wilcoxon or the Sign Test. 

Out of all the basic tests that it is worth you getting to grips with, there are 
probably five or six key ones. These are: 

1 t-test for comparing two groups when the data are parametric 
2 analysis of variance (ANOVA) for comparing more than two groups when the 

data are parametric 
3 x 2  test for comparing the actual number of people in different categories to an 

even splitting between the categories (as in the example earlier) 
4 Wilcoxon and Mann-Whitney tests which are like a t-test but when the data are 

not parametric; Wilcoxon is for within-subject designs and Mann-Whitney for 
between-subject designs 

5 Pearson correlation which shows the degree of association between two differ- 
ent things you have measured provided they are both parametric 

If you can learn these and be confident in employing them in your analyses 
then you will be in a very strong position to do a wide range of experiments 
and to provide a lot of good evidence to support your research. These tests are 
covered by most basic statistical textbooks such as Pagano (2006) and Greene 
and D’Oliveira (2006). 

To demonstrate how inferential statistics works, we will use as an ex- 
ample the study used in Chapter 1 into investigating alternative modalities for 
entering text (SMS) messages into a mobile phone (Cox et al., in press). Thus, 
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Table 6.5 Predicted time (in seconds) for each task 
condition based on the GOMS model 

Text entry 

Multi-tap Predictive Speech 

Keypress 25.14 16.01 9.21 

Speech 26.02 16.89 10.09 
navigation 

navigation 

Table 6.6 Mean time taken (and standard deviations) to complete each 
task for all combinations of input modes. Time is shown in seconds 

Text entry 

Multi-tap Predictive Speech Overall mean 

Keypress 36.67 25.63 9.51 23.94 
navigation (8.53) (7.97) (1.85) (13.09) 

Speech 45.77 32.23 16.20 3 1.40 
navigation (1 1.56) (8.48) (2.52) (14.72) 

Overall mean 41.22 28.93 12.85 
(1 1 .OS) (8.82) (4.02) 

Just because we know what test to do, this does not mean we should ignore 
looking at the data and making sure we know what they are like. For our analysis 
we will be using the statistical package SPSS. This is able to do lots of different 
tests and analyses including everything that we would like to do with this data. 
Better yet, it can do all these things with just a few mouse clicks, once the data 
have been entered. This makes it very tempting simply to enter the data and let 
SPSS do the work without getting too close to the numbers. However, as we 
shall see, the basic exploratory analysis is essential if we are to understand what 
systems like SPSS end up telling us. 

6.4.1 Exploring the data 

As we have a prediction of how the task performance times should come out, we 
first look at the data to find out if, on average, the actual task times fit this pattern. 
As we have many participants and times that can be essentially any value, the 
mean and standard deviation are the usual ways to analyse this data. These are 
given in Table 6.6. 

We should also look at the data to see what shape it is. In particular, because 
we are planning on using an ANOVA test, we need the data to be approximately 
normally distributed (parametric) for each interface. We therefore plot the bar 
charts for the task times. In the earlier examples with Likert scales, the bar charts 
had natural bars - one bar for each value on the Likert scale. However, this won’t 
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issue is how histograms are made. The number of bars in a histogram is not pre- 
determined, so in this case we have simply used whatever the SPSS statistical 
package produced. But this can cause arbitrary divisions in the data between what 
counts in one bar and what counts in the next. Thus, sometimes, data that show 
a reasonably even distribution can result in one bar being very low and another 
next to it very high simply because of where the data were split between the two. 
This is probably what has happened in the KSK histogram. It is important then 
to become alert to possible features in the histograms, but not to get too worried 
about them at this stage. 

From these histograms, most are approximately normal - this is not a precise 
measure, it is just judged by eye. Two that give cause for concern are KPK and 
SPS. The shape of the KPK histogram looks too flat to be normal and the SPS 
shape is rather more like a sharp peak than a normal curve. Neither of these might 
be problematic, but knowing that they might be, we did some further analysis 
using a statistical test, the Kolmogorov Smirnov test. This is described later. 

The summary data also alert us to another possible issue. One of the assump- 
tions when using an ANOVA is that the standard deviation for each interface is 
approximately the same or, put more technically, the data should satisfy the ho- 
mogeneity of variance condition. However, looking at the summary data, we see 
that SMS has nearly 10 times the standard deviation of KSK. We need to think 
about this when we do our analysis. We could ignore it - many well respected 
experimenters do ignore violations of these assumptions. However, our goal is 
not to do what everybody else does but to do the best sort of analysis that we 
can. We may end up ignoring this problem, but we will do so from an informed 
position rather than just because we could get away with it! 

6.4.2 Performing inferential statistics 

The test to perform to analyse this data, given the type of data and hypothesis, is 
called a repeated measures analysis of variance - repeated measures because each 
person was measured repeatedly (actually six times) and analysis of variance is the 
mathematical technique used to turn the data into a probability. The term repeated 
measures is equivalent to saying that the experiment was a within-subject design. 
It may seem from this that the experiment was devised first and then the statistical 
test afterwards. Actually, what happened was that, in devising the experiment 
to test the ideas, it was first ascertained that there was a suitable statistical test 
available to analyse the data. Many new researchers often make the mistake 
of assuming that having gathered the data they can then choose the test later. 
Sometimes this works. Sometimes it does not, in which case the researcher has 
gone to an awful lot of effort to produce data which then cannot be analysed. 

Even having designed the experiment with the test in mind, each test has its 
own set of assumptions and it is only when the data have been collected that 
these assumptions can be checked. The assumptions on a repeated measures 
ANOVA are that the data are normally distributed and the standard deviation in 





132 P A U L  C A I R N S  A N D  A N N A  L .  C O X  

that mean, for example, M is only different from P in the S condition and not the 
K condition. 

The result of the ANOVA is the statistic for each of these tests and it is usually 
given the symbol F. Associated with each F value is the probability of getting 
such an F value if the null hypothesis is true. Here the null hypothesis is that there 
are no differences (on average) between how long it takes to send a text message 
regardless of the method for entering the message and the method for navigating 
the phone menu. 

Under this hypothesis, the F value for entry method is 246.35 and p < 0.001, 
that is, the probability of getting this F value is so small that it is less than one 
chance in a thousand. In fact it appears in SPSS as 0.000 but as we can't be 
sure of the exact value we report it as shown. For navigation method, F = 120.09, 
p < 0.001 and for the interaction, F = 2.77, p = 0.070. Another important factor 
in helping other people to assess the statistics that have been done is the degrees 
of freedom. This is a very important but quite complex idea that is key to many 
statistical tests. It is not worth trying to explain now how it works, but it should 
always be reported with the results of any test. For an ANOVA, there are two 
degrees of freedom and they are usually put in brackets after the F. 

Thus, the outcome of the ANOVA is formally reported as: there is a signifi- 
cant main effect for entry method (F(2,70) = 246.35, p < O.OOl), a significant 
main effect for navigation (F(1,35) = 120.09, p < 0.001) and no significant 
interaction effect ( F ( 2 ,  70) = 2.77, p = 0.070). 

What does this mean? It means that there are real differences between our data 
both in terms of which entry method is used and which navigation method is used. 
We need to refer back to the actual means in Table 6.6 though to understand this 
fully. First, consider the main effect for navigation. The two means for keypress 
and speech navigation (overall, not for each type of message entry) are different - 
speech is slower than keypress. The main effect here tells us that this difference 
is unlikely to be by chance. Moreover, we predicted that this would be how it 
would turn out from our GOMS analysis. The gold standard argument now gives 
us confidence to say that the theoretical advantage of keypress over speech for 
navigation is actually seen with real people. This supports our analysis as being 
appropriate to analyse this sort of navigation method. 

The main effect for entry type is a bit harder to analyse as there are three 
conditions. The three means at the bottom of Table 6.6 look as though they are 
decreasing as you read from left to right. The ANOVA tells us that the means 
really are different but it does not tell us whether it is because all three means 
are different from each other or whether two means are actually about the same 
probabilistically and only one mean is truly different. This can be analysed further 
withpost hoc tests, special tests to be done after an ANOVA, but they are not worth 
going into here. It is enough to say that the pattern of the means is coming out 
as predicted by the GOMS. Moreover, the GOMS method is a well-understood 
and well-verified theory. Thus, we can be reasonably confident that the entry type 

is having a real eff 
predictive text, the] 

There is no sign 
tween individual c 
accounted for entirt 
culated interaction 
it falls short of the 
ment saying that sc 
important to our UI 

really is something 
main effects and he 
move on. 

This discussion 
considerations alor 
terms of the gold s 
different methods f 

1 From the GOMS 
would be slower 
than predictive tr 
sages. 

2 The null hypothc 
methods, that is, 
same speed regal 

3 We gathered tim 
between interfacl 
as far as possible 

4 We used an ANC 
at the same timc 
nothing is happei 
of getting our dai 
getting the diffeI 
our results highb 

5 Thus we concluc 
indeed have corn 

6 This experiment 
messages is like1 
may slow them c 

Of course, the ex 
not proof. We wou 
groups perform sir 
people text each 01 





134 P A U L  CAIRNS A N D  A N N A  L .  C O X  

that this is an interesting new type of interface that is worth investigating and 
developing further. 

There is also the problem of the fact that the assumptions for a repeated mea- 
sures ANOVA were violated. Actually, it is possible to address these concerns, 
and we have done so in our full analysis of the data, but it is not worth going into 
the full details of how we did that here. The details do not illustrate the main points 
of this chapter any more clearly and indeed may give a level of mathematical and 
statistical detail that could be off-putting. The final story, though, is that when 
we did account for the violation of assumptions, the probabilities told the same 
story. Thus, our gold standard argument is still sound. 

In usability studies for which clear, quantitative results are required, 
there is little choice but to do some sort of statistical reasoning. Without statis- 
tical methods, any variations that you see between users or groups of users can 
merely be attributed to chance variation. The gold standard argument of com- 
bining prediction with careful analysis, however, provides a way to combat this 
unavoidable uncertainty. The gold standard does not provide ‘proof’ in the sense 
of irrefutable conclusions, but a sound basis for any insight that studies may give. 
Through combining several studies, possibly including studies in the appropriate 
academic literature or from previous projects, and a theory to explain your un- 
derstanding, it is possible though to bring very convincing evidence to support 
your understanding. 

This strength of a rigorous statistical approach, however, is also its greatest 
weakness. Statistics are not easy to master and involve becoming well-versed 
in statistical language, a range of statistical tests and software packages to help 
you perform the tests. All of these together present a steep learning curve to a 
newcomer. The example above used a repeated measures ANOVA which is one 
of the more standard tests in the statistical arsenal. Even so, as was seen, when 
things are not quite right in the data it can suddenly get much more complicated. 
Navigating the complexity requires extensive expertise and experience to be sure 
that the analysis retains the appropriate level of rigour. 

Good statistics also rely on good experiments. To borrow a term from com- 
puting, statistics operate on a GIGO basis - garbage in, garbage out. That is, the 
assumption in statistics is that the numbers being analysed are meaningful. This 
meaning is founded on the experiment that provided the numbers having been 
done well. If the experiment was not done well, no amount of statistics will rescue 
it. 

This adds an extra layer of complexity to doing statistical analysis. For the gold 
standard argument to apply, and we really do want it to apply as often as possible, 
it is only reasonable to devise an experiment that can answer one question and 
moreover that question generally needs to be very focused. Thus, there is a huge 
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Simpler statistics have the benefit of being easier to understand. Simpler statistics 
usually reflect a simpler experimental design as well. Statistics, as described here, 
is an argument form and if your argument is difficult and involved either through 
using difficult statistics or having a complex experimental design then you have 
to question how effective an argument you can make. 

If you do feel, though, that you are asking truly multivariate questions, then a 
good starting place is Foster, Barkus and Yavorsky (2005). It covers a wide range 
of multivariate techniques in a very readable and maths-free way. 

The only advanced technique that we would single out as particularly useful 
to a usability researcher is factor analysis. This is a method that is mostly used 
for analysing questionnaire data. With it, you can find out which questions are 
related to each other and therefore which factors underlie what the questionnaire 
is about. Sometimes these factors are ones that you built in. For example, you may 
ask multiple questions about how satisfied users are with a particular interface. If 
the questions are good ones, this should result in a factor that you can identify as 
‘satisfaction’. Alternatively, you may be looking to relate questions on satisfaction 
to those on willingness to re-use a particular system. Thus, your factor analysis 
could help identify if there is a clear relationship between ‘satisfaction’ and 
‘intention to re-use’, though both factors will only be asked about indirectly 
through a sequence of non-leading questions, as discussed in Chapter 2. Foster 
et al. (2005) does provide a good introduction to factor analysis but it is brief. A 
better and more extensive introduction is Kline (1993). 

When it comes to the conceptual understanding of statistics in terms of the 
gold and silver standards, most major texts make no reference to statistics as 
an argument form. The only example that we know of is Abelson (1995) and, 
fortunately, it is a very good example. It covers the wide variety of ways in which 
statistics can be used to support an argument. Not only is it useful if you want to 
do statistics, but also if you simply want to read studies that use statistics but not 
be blinded by the figures. 

There is a whole distinct approach to writing up the results of statistical analysis. 
The best way to learn this approach should be from examples in the HCI literature. 
Unfortunately, not all statistical analysis in HCI is of the high standard that other 
disciplines, such as psychology, would expect. This is true even of well-respected 
authors in well-respected conferences and journals (Cairns, 2007). This makes 
it particularly challenging for a new researcher to understand what constitutes a 
good statistical analysis and what is poor - both are commonly found. It is also 
worth making it clear that the fault for this does not just lie with the researchers: 
any paper in a good outlet is usually seen by three or four referees and an editor. 
They must all take some responsibility for the poor standard of statistics in HCI 
research literature. 

There are, however, some very good examples of the use of statistics in HCI. 
The work of Andy Cockburn has looked at navigation in all sorts of devices and 
interfaces. He does not rely on one particular experiment, but rather over a series 
of experiments, and even projects, develops a sound body of evidence to support 
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